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Practical Relevance

Substantial increase in configurability Unused optimization (up to 
80% of options ignored)

Configuration complexity: [1] Xu et al. FSE’15: Developers and users are overwhelmed with 
configuration options
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Why Should We Care?

Best configuration is 480 
times better than Worst
configuration

Best

Worst

Only by tweaking 2 options 
out of 200 in Apache Storm -
observed ~100% change in 
latency 5

Outdated default configurations: [2] Van Aken et al. ICMD’17: Default configuration assumes 
160MB RAM

Non-optimal default configurations: [4] Herodotuo et al. CIDSR’11: Default configuration 
results in worst-case execution time

Non-optimal default configurations: [3] Jamshidi et al., MASCOTS’16: Changing configuration 
is key to tailor the system to the use case



Overview
(1) SamplingConfiguration space

Size:~ 2#𝑜𝑝𝑡𝑖𝑜𝑛𝑠

Performance model

Optimal
configuration(s)System understanding

Goal

(2) Learning𝑓: 𝐶 → ℝ

(3) Optimization(4) Analysis

Goal: Select a minimal, representative set of configurations
Challenges: Size of configuration space, constraints, 
interactions
Key domains: Combinatorial testing, artificial intelligence, 
search-based software engineering, design of experiments

Goal: Learn a model accurately describing performance of all 
configurations
Challenges: Dimensionality of the learning problem, 
interactions
Key domains: machine learning, statistics

Goal: Finding optimal configurations in a single or 
multi-objective scenario
Challenges: Size of configuration space, 
constraints, interactions, lack of ground truth
Key domains: search-based software engineering, 
meta-heuristics, machine learning, artificial 
intelligence, mathematical optimization

Goal: Explainable machine learning 
with white-box models
Challenges: Trade-off between 
explainability and accuracy
Key domains: machine learning, 
software analysis, testing
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Which configurations to select 
for learning?



Sampling – Overview 

Challenges: 

Exponential size 
configuration space

Find only relevant configurations 
for measurement

Binary configuration 
options

Numeric configuration 
options

8



Random Sampling

[5] Henard et al. ICSE’15: Randomly 
permute constraint and literal order and 
phase selection (order true - false)
[17] Siegmund et al. FSE’17: Specify 
distribution of config. as constraints

Or how to obtain randomness in the presence of constraints?

Trivial approach: Enumerate all configurations and randomly draw one

[12] Temple et al. TR’17; [13] Guo et al. 
ASE’13; [14] Nair et al. FSE’15; [15] Zhang 
et al. ASE’15;

Not scalable

SAT approach: Manipulate a SAT/CSP solver:

No guaranteed 
uniformity
Limited scalability

Easy to implement
True randomness

Easy to implement
Better distribution

Beyond SE: Tailored algorithms: [7] Chakraborty et al. AAAI’14: Hash the configuration space

[8] Gogate and Dechter CP’06 and [9] Dechter et al. AAAI’02: Consider CSP output as probability distribution 
9

Still locally clustered solutions; no uniform 
sampling.



Random Sampling with Counting 
BDD
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Create a counting BDD to enumerate all configurations: [6] Oh et al. FSE’17

BDD creation can 
be expensive

Scales up to 2,000 
options
True randomness

#solutions

Example: Path(1,1,1,0,-) -> root=1, A=1, C=1, D=0 -> 1 -> True

Approach: Root label = all valid solutions -> random number k -> convert k to configuration 
by traversal

True / Selected

False / Deselected



Sampling with Coverage I
Survey: [10] Medeiros et al. ICSE’16

[11] Henard et al. TSE’14
[18] Cohen et al. TSE’08
[19] Johansen et al. SPLC’12

Interaction coverage: t-wise, (e.g., 2-wise = pair-wise) 

[20] Siegmund et al. SPLC’11

[21] Siegmund et al. ICSE’12

Insights:
Many options do not interact
2-wise interactions most common
Hot-spot options

Kuhn et al.:
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Sampling with Coverage II

Option coverage: Cover all options either by minimizing or maximizing interactions

Leave-one-out /one disabled sampling: [10] Medeiros et al. ICSE’16
Option-wise sampling: [20,24] Siegmund et al. SPLC’11, IST’13
Negative option-wise sampling: [22] Siegmund et al. FSE’15

Option-frequency sampling: Cover all options equally by Sakar et al. ASE’15 [23]
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Distance-Based Sampling
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Distance distribution of configurationsPerformance distribution

Distance metric to select configurations with a given distribution by Kaltenecker
et al. ICSE’19 [55]



Sampling Numeric Options
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How do I learn a performance model?



Learning Performance Models

𝑓: 𝐶 → ℝ Predict any configuration
Find (near-)optimal configuration
Find influencing options/interactions

Accurate prediction: Using classification and regression trees (CART)

[13] Guo et al. ASE’13:
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Learning Performance Models I

Accurate prediction: CART + feature-frequency sampling + early abortion

[23] Sakar et al. ASE’15: Plot #samples with accuracy and fit a function telling when to abort

Initial samples

Gradient-based look-ahead 
(progressive sampling)

Exponential curve

State-of-the-art approach for accuracy-
measurement tradeoff
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Learning Performance Models II

Finding near-optimal configurations: [6] Oh et al. FSE’17: True random sampling + select best 
in sample set + infer good/bad options + shrink configuration space accordingly + repeat

State-of-the-art approach for finding the 
near-optimal configuration with minimal 
#measurements
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Which Combination of Learning 
and Sampling?

19

No silver bullet: not a single combination is 
superior in all cases, but random forest is 
mostly good + more measurements are better
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Which option/code is responsible 
for this performance?



Responsible Options: Multi-
Variable Regression

System understanding: [22] Siegmund et al. FSE’15: Find influencing options and interactions 
via step-wise construction of performance model using multivariable regression

Compression Encryption CacheSize

Candidates: Models: Errors: Winner:

1
β0+        * β1 50%

125%

72%
2 2

29%

β0 +         * β1
2

2

…

* β2 5%
…

12%

……

2

β0 +         * β1 +
2

* β2β0 +         * β1 +
2

* β2β0 +         * β1 +
2

2

β0+        * β1

β0+        * β1

β0+         * β1

β0 +         * β1 +       * β2
2

*      * β2β0 +         * β1 +
2 9%

State-of-the-art approach for 
system understanding
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Responsible Code: Profiling

22
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How do I find the optimal 
configuration?



Optimization Overview

[33] Benavides et al. CAiSE’05 : Translating to constraint satisfaction problem
[16] Siegmund et al. SQJ’12: Similar as [33] + qualitative constraints

[24] White et al. JSS’09: Translating to knapsack problem via filtered cartesian flattening 

𝑓: 𝐶 → ℝ

Surrogate model

Single-objective optimization
Multi-/Many-objective optimization
Partial configuration support

Problem: Exponential solving time (NP-hard); proved in:

Solution: Non-exact method, such as meta-heuristics, 
with main focus on how to handle constraints
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Meta-Heuristic Based Optimization

Fix invalid configurations: [26] Guo et al. JSS’11: Genetic algorithm + search in invalid space + 
repair operation to return in valid configuration space

Encode constraints as additional objectives: [31,32] Sayyad et al. ICSE’13,ASE’13: Genetic 
algorithm (NSGA-II + IBEA) + improving fitness by reducing unsatisfied constraints

Scalability problems (30mins for 30 valid 
solutions based on 1 initial valid solution)
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And many more…

[39] Tan et al. ISSTA’15

[41] Kai Shi ICSME’17

[42] Olaechea et al. SPLC’14

[40] Hierons et al. TOSEM’16
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However, many approaches suffer unrealistic and too simplistic settings, and the 
results are not reproducible or do not hold for other settings.
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How to obtain valid and 
reproducible results?



Know the Basics
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Learning = Representation + Evaluation + 
Optimization

 It’s Generalization that Counts

data

100%

80%

20%

test

train train

validation

60%

20%

Train your models

Tune your hyperparameters

Find best setting & re-learn

Evaluate generalization error



Optimize for Internal and External 
Validity

29

Viewpoints on validity: [26] Siegmund et al. ICSE’15: Program committee members disagree 
about the importance of internal and external validity + replication is needed, but not 
rewarded + community does not know how to treat empirical research



Internal: Realistic, Controlled 
Setting 

30

Realistic attributed variability model: 17] Siegmund et al. FSE’17: Evaluating the state and 
complexity of used attributed variability models (AVM) in research + unrealistic settings used 
by nearly all papers + replication yields contradicting results + tool (Thor) to improve situation

20 10 35 105 73 73 -23

423-151

Origin of attribute values Synthesis method

2,346 papers analyzed with 69 of them using AVM 



No interactions +

Real attribute values  
artificial value 
distributions

VS.

+ interactions

31From 69 papers: 0 include interactions!



A Single learning setup for Many 
approaches

2014 20152013 2016
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Replication-Extension of [31,32] shows: One Setting is Not Enough



Generating Realistic Settings

33

Thor, the accompanying tool 
https://github.com/se-passau/thor-avm
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What if my environment changes?



Transfer Learning I

So far, one performance model for one scenario/workload/hardware:

Environment change - > 
New performance model

Target (Learn)Source (Given)

D
a

ta
M

o
d

e
l

Transferable 

Knowledge

I I . INTUITION

Understanding the performance behavior of configurable
software systems can enable (i) performance debugging, (ii)
performance tuning, (iii) design-time evolution, or (iv) runtime
adaptation [11]. We lack empirical understanding of how the
performance behavior of a system will vary when the environ-
ment of thesystem changes. Such empirical understanding will
provide important insights to develop faster and more accurate
learning techniques that allow us to make predictions and
optimizations of performance for highly configurable systems
in changing environments [10]. For instance, we can learn
performance behavior of a system on a cheap hardware in a
controlled lab environment and use that to understand the per-
formance behavior of the system on a production server before
shipping to the end user. More specifically, we would like to
know, what the relationship is between the performance of a
system in a specific environment (characterized by software
configuration, hardware, workload, and system version) to the
one that we vary its environmental conditions.

In this research, we aim for an empirical understanding of
performance behavior to improve learning via an informed
sampling process. In other words, we at learning a perfor-
mance model in a changed environment based on a well-suited
sampling set that has been determined by the knowledge we
gained in other environments. Therefore, the main research
question is whether there exists a common information (trans-
ferable/reusable knowledge) that applies to both source and
target environments of systems and therefore can be carried
over from either environment to the other. This transferable
knowledge is a case for transfer learning [10].

Let us first introduce different changes that we consider
in this work: (i) Configuration: A configuration is a set of
decisions over configuration options. This is the primary vari-
ation in thesystem that weconsider to understand performance
behavior. More specifically, we would like to understand
how the performance of the system under study will be
influenced as a result of configuration changes. This kind of
change is the primary focus of previous work in this area
[18], [19], [26], [9], however, they assumed a predetermined
environment (i.e., a specific workload, hardware, and software
version). (ii) Workload: The workload describes the input of
the system on which it operates on. The performance behavior
of the system can vary under different workload conditions.
(iii) Hardware: The deployment configuration in which the
software system is running. The performance behavior of the
system under study can differ when it is deployed on a differ-
ent hardware with different resource constraints. (iv) Version:
The version of a software system or library refers to the state
of the code base at a certain point in time. When part of
the system undergoes some updates, for example, when a
library that is used in the system boosts its performance in
a recent version update, the overall performance of the system
will change. Of course, other environmental changes might be
possible as well (e.g., changes to the operating system). But,
we limit this study to this selection as we consider the most
important and common environmental changes in practice.

A. Preliminary concepts

In this section, we provide formal definitions of four con-
cepts that we use throughout this study. The formal notations
enable us to concisely convey concept throughout the paper.

1) Configuration and environment space: Let Fi indicate
the i -th feature of a configurable system A which is either
enabled or disabled and one of them holds by default. The
configuration space is mathematically a Cartesian product of
all the features C = Dom(F1) ⇥ · · · ⇥ Dom(Fd), where
Dom(Fi ) = { 0, 1} . A configuration of a system is then
a member of the configuration space (feature space) where
all the parameters are assigned to a specific value in their
range (i.e., complete instantiations of thesystem’s parameters).
We also describe an environment instance by 3 variables
e = [w, h, v] drawn from a given environment space E =
W ⇥ H ⇥ V , where they respectively represent sets of possible
values for workload, hardware and system version.

2) Performance model: Given a software system A with
configuration space F and environmental instances E, a per-
formance model is a black-box function f : F ⇥ E ! R
given some observations of the system performance for each
combination of system’s features x 2 F in an environment
e 2 E. To construct a performance model for a system A
with configuration space F , we run A in environment instance
e 2 E on various combinations of configurations x i 2 F , and
record the resulting performance values yi = f (x i ) + ✏i , x i 2
F where ✏i ⇠ N (0,σi ). The training data for our regression
models is then simply Dt r = { (x i , yi )}

n
i = 1. In other words, a

response function is simply a mapping from the input space to
a measurable performance metric that produces interval-scaled
data (here we assume it produces real numbers).

3) Performance distribution: For the performance model,
we measured and associated the performance response to each
configuration, now let introduce another concept where we
vary the environment and we measure the performance. An
empirical performance distribution is a stochastic process,
pd : E ! ∆ (R), that defines a probability distribution over
performance measures for each environmental conditions. To
construct a performance distribution for a system A with
configuration space F , similarly to the process of deriving
the performance models, we run A on various combinations
configurations x i 2 F , for a specific environment instance
e 2 E and record the resulting performance values yi . We then
fit aprobability distribution to theset of measured performance
values De = { yi } using kernel density estimation [2] (in the
same way as histograms are constructed in statistics). We have
defined this concept here because it helps us to investigate the
similarity of performance distributions across environments,
allowing us to assess the potentials for transfer learning across
environments.

4) Transfer learning across environments: Let us assume
f s(c) corresponds to the response functions in the source
environment es 2 E, and g = f t (c) refers to the response
of the target environment et 2 E. Transfer learning [22]
is a learning mechanism that exploits an additional source
of information apart from the standard training data in et :
knowledge that can be gained from the source environment
es. The aim of transfer learning is to improve learning that
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The version of a software system or library refers to the state
of the code base at a certain point in time. When part of
the system undergoes some updates, for example, when a
library that is used in the system boosts its performance in
a recent version update, the overall performance of the system
will change. Of course, other environmental changes might be
possible as well (e.g., changes to the operating system). But,
we limit this study to this selection as we consider the most
important and common environmental changes in practice.

A. Preliminary concepts

In this section, we provide formal definitions of four con-
cepts that we use throughout this study. The formal notations
enable us to concisely convey concept throughout the paper.

1) Configuration and environment space: Let Fi indicate
the i -th feature of a configurable system A which is either
enabled or disabled and one of them holds by default. The
configuration space is mathematically a Cartesian product of
all the features C = Dom(F1) ⇥ · · · ⇥ Dom(Fd), where
Dom(Fi ) = { 0, 1} . A configuration of a system is then
a member of the configuration space (feature space) where
all the parameters are assigned to a specific value in their
range (i.e., complete instantiations of thesystem’s parameters).
We also describe an environment instance by 3 variables
e = [w, h, v] drawn from a given environment space E =
W ⇥ H ⇥ V , where they respectively represent sets of possible
values for workload, hardware and system version.

2) Performance model: Given a software system A with
configuration space F and environmental instances E, a per-
formance model is a black-box function f : F ⇥ E ! R
given some observations of the system performance for each
combination of system’s features x 2 F in an environment
e 2 E. To construct a performance model for a system A
with configuration space F , we run A in environment instance
e 2 E on various combinations of configurations x i 2 F , and
record the resulting performance values yi = f (x i ) + ✏i , x i 2
F where ✏i ⇠ N (0,σi ). The training data for our regression
models is then simply Dt r = { (x i , yi )}

n
i = 1. In other words, a

response function is simply a mapping from the input space to
a measurable performance metric that produces interval-scaled
data (here we assume it produces real numbers).

3) Performance distribution: For the performance model,
we measured and associated the performance response to each
configuration, now let introduce another concept where we
vary the environment and we measure the performance. An
empirical performance distribution is a stochastic process,
pd : E ! ∆ (R), that defines a probability distribution over
performance measures for each environmental conditions. To
construct a performance distribution for a system A with
configuration space F , similarly to the process of deriving
the performance models, we run A on various combinations
configurations x i 2 F , for a specific environment instance
e 2 E and record the resulting performance values yi . We then
fit aprobability distribution to theset of measured performance
values De = { yi } using kernel density estimation [2] (in the
same way as histograms are constructed in statistics). We have
defined this concept here because it helps us to investigate the
similarity of performance distributions across environments,
allowing us to assess the potentials for transfer learning across
environments.

4) Transfer learning across environments: Let us assume
f s(c) corresponds to the response functions in the source
environment es 2 E, and g = f t (c) refers to the response
of the target environment et 2 E. Transfer learning [22]
is a learning mechanism that exploits an additional source
of information apart from the standard training data in et :
knowledge that can be gained from the source environment
es. The aim of transfer learning is to improve learning that

Extract Reuse

Learn Learn

Transfer Learning
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Transfer Learning II

Handle hardware changes: [43] Valov et al. ICPE’17: Adapt a learned performance model to a 
changed hardware using a linear function

Handles linear changes
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Transfer Learning IV

Handle arbitrary changes: [45] Jamshidi et al. ASE’17: Empirical analysis about transferable 
knowledge of environmental changes (hardware, software version, workload)

Insight 1. Performance distributions can be transferred: Potential for learning a 
non-linear transfer function.

Insight 2. Configuration ranks can be transferred: Good configurations stay good 
for changing hardware.

Insight 3. Influential options and interactions can be transferred: Relevant options 
in one environment stay relevant in other environments.
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Learn To Sample 
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Use of synthetic models for internal 
validity and real-world subject systems for
external validity

Learn model efficiently in changed environment: [54] Jamshidi et al. FSE’18: Active transfer 
learning

Exploitation: Generate priority list of
configurations based on influential options
and interactions
Exploration: Sampling based on performance
distribution of configurations



Summary

• Other domains, similar problems (i.e., not covered): 
• Active learning (e.g., [27,28] Zuluaga et al. JML’16,ICML’13)
• Parameter optimization / tuning, algorithm selection (e.g., [29] Hutter

et al. LION’05; [30] Wu et al. GECCO’15)
• Self-adaptive systems (e.g., [46] Filieri et al. FSE’15)
• Systems optimization (e.g., [47] Osogami et al. SIGMETRICS’07, [48] Zheng 

et al. OSR’07, [49] Xi et al. WWW’04)
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